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EXECUTIVE SUMMARY

Purpose of this Report. “Artificial Intelligence” (AI) applications have grown dramatically in num-
ber and scope. Governments, large and small businesses, nonprofit organizations, and consumers both 
use AI applications and have AI applications used upon them. Indeed, so ubiquitous are these applica-
tions that it is practically impossible to avoid being drawn into their scope of action. However, the 
economic and legal doctrines related to AI methods and data have lagged appreciably behind their 
use. 

Categories of Errors and Causes of Damages. In the following special report, we demonstrate sev-
eral different ways in which such applications and related data can be misused, and in some cases 
abused. We note that many of these errors and omissions involve the complicity of an organization’s 
management. 

We identify five main categories of such damages: 

1.Misuse of data, 

2.Management failures, 

3.Product deficiencies, 

4.Malware, and 

5.Abuse by governments. 

We note that three of these categories—malware, data breaches, and abuse by government—are well 
publicized. However, two other categories—management failures and product deficiencies—are 
woefully under-recognized. 

Laws in the US and Europe. We note that some of these damages arise from scenarios that lack 
clear legal proscriptions and established protocols for estimating damages in the US. At the same 
time, we note that longstanding English and American common law, together with warranty, uniform 
commercial code, and specific data breach laws, already establish both broad and narrow legal bases 
for damages arising from errors and omissions involving AI data and applications.

We compare this situation with that in the EU, where the GDPR explicitly addresses all of these cate-
gories of damages. Although the GDPR has multiple areas of vagueness, and relies on national 
©2019 Anderson Economic Group, LLC iii
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authorities and as-yet-unstated procedures for enforcement, it provides a strong basis for proscribing 
some uses of AI applications and data, as well as for imposing fines and establishing damages.

Risks to Businesses. Given the five different categories of damages caused by errors involving AI 
applications and data, we assess the risks to organizations of employing these applications. For this, 
we estimate damages for illustrative cases involving private businesses in four of the five categories. 

From these illustrative damages estimates, we observe that management ignorance regarding misuse 
of data and algorithms can be cause damages much larger than most malware incidents. 

AI Algorithm and Data Audits. We conclude part 1 of this special report by recommending the 
development of a forensic analysis methodology for AI applications and data. We note that numerous 
entities (including the EU through the adoption of the GDPR) have called for standards for the proper 
use of AI algorithms and data. However, as of this time, we discovered no clear, published methodol-
ogy for conducting an audit of AI algorithms and data to determine whether they were in compliance 
with the GDPR or other standards. 

To address this omission, we propose specific elements of an “AI algorithm and data audit” to accom-
plish this objective. 

This special report is based upon Patrick L. Anderson’s presentation entitled “Damages Caused by 
AI Errors and Omissions: Management Complicity, Malware, and Misuse of Data” given at the 
National Association of Forensic Economists International Conference, Évian-les-Bains, France, 
May 2019. The author acknowledges the many comments and suggestions received from forensic 
economists of NAFE, colleagues at Anderson Economic Group, and others since then. 

To contact the author, please visit AndersonEconomicGroup.com.
iv ©2019 Anderson Economic Group, LLC
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I. Introduction

THE UBIQUITY AND 
VAGUENESS OF 
“ARTIFICIAL 
INTELLIGENCE”

Artificial Intelligence has emerged as a technological trend, a business 
strategy, a category of analytical tools, and a vaguely-defined concept 
with no clear meaning. AI can be a robot; it can be a rice cooker, a ther-
mostat, or a vacuum cleaner; it can be a machine learning (ML) algo-
rithm; or it can be a figment of a marketer’s imagination.1

However loosely defined the category, artificial intelligence applications 
have become integral parts of business and commerce—and now also 
government operations. Nearly every other category of applications with 
this impact has reasonably well-known boundaries, and with them, a rea-
sonable concept of what can go wrong. For example:

• Mechanical engineering produced the industrial revolution over a century 
ago, and there is little doubt that machines sometimes don't work. 

• Civil engineering flourished under the Romans 20 centuries ago, and people 
around the world recognize that roads, bridges, and dams that work are valu-
able—and that a failure of any one of these has serious consequences. 

• Even radio, TV, and cellular phone equipment, all originating roughly in the 
last century, have clear boundaries for what works and what doesn’t. 

Now consider AI. Along with the vagueness of the concept, we have a 
void regarding responsibility for its use. Advertisements proclaim its 
beneficial uses—but concepts of use and misuse are weakly understood. 

DAMAGES CAUSED 
BY AI ERRORS AND 
OMISSIONS

The nature and ubiquity of AI applications means three things:

1. At least some of the time, AI applications produce something useful for 
which alternative methods are more expensive, less effective, or both.

2. In some cases, AI provides benefits that significantly outweigh the criti-
cisms and complaints that are levied against it.

3. There are some instances where AI is misused, mis-applied, conducted with-
out proper supervision, implemented using data for which proper permission 

1. “Artificial Intelligence” has a well-documented history as a term and as a 
field of study, dating back to at least the 1950s. It was defined by John 
McCarthy, Herb Simon, and Marvin Minsky at a 1956 Dartmouth conference 
as “the conjecture that every aspect of learning or any other feature of intelli-
gence can in principle be so precisely described that a machine can be made 
to simulate it.” See: www-formal.stanford.edu/jmc/history/dartmouth/dart-
mouth.html.
©2019 Anderson Economic Group, LLC 1
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was never obtained, presented in a way that conceals its actual performance, 
or a combination of these.

In this report, we acknowledge all three statements as facts: some AI 
applications work, and work well enough to justify their expense and 
their use of data. Some go wrong. In any case, we address questions for 
which much less has been written:

1. What categories of damages are caused by the misuse, abuse, negligent use, 
lack of supervision, and omissions by operators of AI systems?

2. For which of these categories do we have well-identified doctrines of 
responsibility and damages, in the US and in Europe?

3. In one area of raging debate—the apparent mis-classification of people by 
facial recognition systems in a manner correlated with race and sex—we 
have to ask: Is the evidence of abuse as strong as asserted by some critics, 
including those that decry the “weaponization” of facial recognition sys-
tems?

4. Do managers of businesses and government organizations appear to under-
stand, and take responsibility for, the AI systems employed in their organi-
zations?

5. In cases where managers fail to properly supervise the use of these systems 
or allow them to be misused, what are the potential compensatory damages?

Organization of this Report

The rest of the report is organized as follows:

• We list a set of plausible potential abuses of AI systems in business and gov-
ernment, and pose questions of responsibility and liability.

• We note that every single one of these examples has already occurred. In 
most cases, there are already documented damages of some kind. In one 
major category, there is fierce disagreement over the method.

• We organize these potential errors and omissions into five major categories 
of damages. 

• We propose a formal evaluation process for AI implementations, which we 
refer to as an “AI Audit.”

• We provide example calculations for damages in each of the public sector 
categories. Among these calculations, we document the degree to which the 
debate over one method could have hugely varying results in terms of liabil-
ity and responsibility.

• We provide appendices that contain references, as well as summaries of the 
example damages calculations.
2 ©2019 Anderson Economic Group, LLC
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THE PROMISE OF AI: 
SOME MOTIVATING 
EXAMPLES

Artificial Intelligence promises benefits to consumers, businesses, and 
society. Consider the following motivating examples of the promise of AI 
and how it may go wrong:

1. The smart lock.
You install a “smart lock” on your home, which will unlock with a signal 
from your phone. A burglar knows this and unlocks it with his phone and 
some hacked data. Your home is ransacked.

Who is responsible for this failure? Should the lock company be liable for 
damages, and if so, what amount? 

2. The lure of free e-mail.
You use “free” web services for search and e-mail. The text of e-mails you 
receive, and your search history, are mined by the application providers, and 
the data is given to others. You receive advertisements, cell phone messages, 
Facebook invitations, and targeted website suggestions at work based on 
activity you thought was private. Your coworkers see this and start a damag-
ing rumor that causes your boss to question you. 

Who do you blame? What do you tell your boss, who is sheepishly deleting 
her search history just before meeting with you?

3. The helpful machine learning-assisted customer service application
Your travel company employs an AI-assisted voice recognition program. It 
helpfully recommends likely travel destinations to your callers and website 
visitors. You've spent a lot of money on machine learning algorithms and 
data gathering for your customer targeting. 

One day an activist group claims that your firm actively discriminates 
against people living in zip codes with large numbers of black and Hispanic 
residents. They demonstrate that callers from one set of neighborhoods are 
recommended budget fares to the Caribbean and Mexico—while callers 
from affluent areas are shown destinations like Paris and London. 

Meanwhile, again in the travel industry, multiple government agencies rely 
upon a particular facial-recognition software vendor. Their systems use data 
and algorithms maintained by a number of very large companies, including 
Microsoft, Amazon, and IBM. You read that the software has been demon-
strated to systematically mis-recognize darker-skinned people, and has par-
ticular difficulty with women. You realize that when the software doesn’t 
recognize a person, that person is likely to get extra scrutiny, and in some 
cases will be improperly detained for at least some time.

Who is responsible within your firm for the voice-recognition software mis-
takes? Does anyone in management know this is happening? 

What about your travel customers—and your employees—whom you know 
are being subjected to facial-recognition systems that result in systematic 
errors? 
©2019 Anderson Economic Group, LLC 3
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4. The comfort of “bias-free” data.
The new CKO (chief knowledge officer) of a bank recommends pro-active 
measures against falling prey to machine learning algorithms that appear to 
provide biased results. She insists all the contractors sign a statement saying 
they will use bias-free data. 

The following year, the company is sued for discriminatory lending prac-
tices, and evidence from a forensic economist shows that a disproportionate 
number of loan applicants in minority-dense zip codes are turned down. All 
the contractors claim they used standard US Census data to train their algo-
rithms, and that such data could not possibly be biased. 

Who is to blame? Is anybody guilty? Are the contractors lying?

5. The powerful customer targeting algorithm.
A chief data scientist for a retailer invests heavily in special software 
designed to target the right customers. It calculates a customer lifetime value 
(CLV) based on these targeting methods. The company rushes to spend addi-
tional advertising dollars on the new targeting—but it falls flat. An intern in 
the lunchroom off-handedly reminds the CEO that the same thing happened 
to Groupon customers a few years ago. 

Somebody loses their job. Who?

6. The driver-adaptive transmission.
A supplier of automotive transmissions builds into them adaptive features 
designed to learn how a person drives. Many customers like the fact that 
their cars seem to anticipate when they want to drive in a sporty or econom-
ical manner. However, several university researchers discover that the adap-
tive features include slowing down acceleration when a vehicle is subjected 
to emissions or mileage testing—inflating the performance above what 
would commonly happen if customers accelerated in the normal way.

Is it a crime? Is it a big scandal? Does the company have to buy back the 
cars or pay damages?

The Sobering Truth

The paper “Damages Caused by AI Errors and Omissions: Management 
Complicity, Malware, and Misuse of Data” presented at Evian Les 
Baines, France in May 2019 demonstrated that every one of these exam-
ples has already occurred.2 In particular:

2.  This unpublished paper was presented by this report’s author, Patrick L. 
Anderson, at the 2019 National Association of Forensic Economists Interna-
tional Conference. The paper provided one or more specific examples for 
every one of the categories included here. Contact the author for more infor-
mation.
4 ©2019 Anderson Economic Group, LLC
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1. Smart devices on the market have proven to have seriously dumb security 
features.

2. Personal data harvesting has been a rampant privacy abuse for years, even 
after service providers declared they had stopped.

3. Machine learning methods are built upon the data presented to them, and 
deficiencies in that data carry forward—to some degree—to the results. 
However, the degree to which machine learning influences applications that 
systematically mis-classify people of certain racial or ethnic backgrounds, or 
of certain ages or a certain sex, is now a raging societal concern.

4. Some researchers (and data vendors) assert that we can benefit from bias-
free data, and claim that tools and datasets have already been created that 
make bias-free systems an impending reality. Others question whether data 
can have bias at all, and whether criticisms of supposed bias are exagger-
ated.

5. The use of machine learning methods in customer targeting is now a major 
part of the economy’s retail sector. However, it should be obvious from the 
sheer volume of poorly-targeted (and downright annoying) junk email solic-
itations, clickbait links, and expensive but useless online advertising, that 
something in the targeting systems is frequently not effective.
©2019 Anderson Economic Group, LLC 5
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II. A Categorization of AI Damages

FIVE CATEGORIES OF 
DAMAGES

There are numerous categories of damages that arise from errors and 
omissions involving computer algorithms, applications, methods, and the 
data available to them. 

Perhaps the best known involves security breaches that expose personal 
information for which a pledge of confidentiality was made. Malware 
(the intentional introduction of software to cause damages) is another a 
well-known phenomenon. Also familiar is the deliberate release of per-
sonal data, particularly by social media platforms.

However, there are actually multiple categories of damages that arise 
from misuse or negligence involving computer methods and data. We 
identify five categories below:

1.Misuse of Personal Data

2.Management Failures

3.Product Deficiencies

4.Malware

5.Abuse by Governments

See Exhibit 1:  “A Categorization of AI Damages” on page 8.
©2019 Anderson Economic Group, LLC 7
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EXHIBIT 1: A CATEGORIZATION OF AI DAMAGES

Misuse of Data. Misuse, security breach, or misapprehension of other 
people’s data. Such misuse might include:

• Loss of private information due to negligence, carelessness, or error.

• Acquisition or use of private information without consent.

• Intentionally obtaining data without consent, or in a manner intended to circum-
vent or defeat controls that are designed to ensure consent or prevent the release 
of personal information, or in a way that violates express instructions from per-
sonal data providers, the law, or a contract.

Management Failures. Failure of managers to learn about and approve the 
purposes, limitations, and data used in AI applications. Management 
could, for example:

• Misrepresent, conceal, or be negligent in reporting facts.

• Direct such concealment or misrepresentation toward fellow employees, man-
agers, customers whose data are used, or regulatory agencies.

• Be personally negligent, or allow negligence by vendors or line supervisors.

• Negligence or gross negligence in seeking or reviewing information on these 
uses.

• Engage in reckless or negligent use of inadequately described applications or 
data.

Product Deficiencies. Failure of applications to provide a promised ser-
vice. Machine learning and AI systems are deficient when they:

• Systematically mis-classify or misidentify; systematically provide deficient 
results; or do not perform as represented.

• Consistently produce decision advice, or execute decisions, based on informa-
tion other than what was represented. 

• Make use of data that was represented as not used; or that systematically rely on 
certain data that was characterized as being of no importance.

Malware. A program intended for espionage, extortion, sabotage, theft, or 
other criminal activity. Examples of malware include:

• Viruses, worms, rootkits and Trojan horses that infect or alter machines by any 
of the following: modifying or erasing files, abetting the modification of other 
8 ©2019 Anderson Economic Group, LLC
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files or preventing the machine from identifying and eliminating the malware; 
or replicating without permission.

• Ransomware that modifies, encrypts, or erases data for the purpose of abetting 
extortion.

• Spyware that conducts surveillance without the permission of a machine’s 
owner or user; this includes keyloggers and applications that send information 
on usage, location, usernames, passwords, buying habits, or other activities 
without a user’s permission or knowledge.

• Adware (and related bloatware) that creates advertisements or occupies space 
while generating messages or advertising services without the approval of the 
machine’s user.

Abuse by Governments. Abuse by governments includes actions taken by 
investigative, security, and law-enforcement bodies that violate laws and 
ethical standards. 

• Machine learning provides ample means for governments to engage in surveil-
lance of their citizens, whether for beneficial, benign, or malicious purposes. 

• Facial image data and facial recognition software have provoked concerns about 
the emergence of the “surveillance state.” 

• Personal information (supplied under penalty of law) can be subject to misuse, 
including tax, license, travel, citizenship, income, property ownership, and other 
data. In the United States, the use of Social Security numbers and dates of birth 
is a particular vulnerability, as these are routinely provided to government tax 
authorities and are used by credit bureaus and employers.

Source: Author’s research.
©2019 Anderson Economic Group, LLC 9
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DAMAGES 
DOCTRINES 

Well-Established Laws for Data Privacy and Malware

Of these numerous categories, we could identify only two for which there 
is both well-established legal doctrine in the United States and a record of 
compensating victims for damages. All states have some law that prohib-
its some uses of private data. In addition, some federal laws also prohibit 
misuse of personal data and outline some form of damages.

See Exhibit 3:  “US Laws Regarding AI Applications” on page 14.

In addition, actual malware is clearly prohibited, and criminal use of mal-
ware (including ransomware) is occasionally prosecuted.

However, the existence of laws—and the occasional payment for dam-
ages—does not mean this area of law is properly policed. Given the ram-
pant abuse of private data, we observe the typical compensation for 
damages to an injured party is zero. Furthermore, in most cases, the 
injured parties are not properly notified, and bear nearly the entire conse-
quence for the failure. 

Fines by national governments and the EU for the loss or use without consent 
of personal data are also a possible consequence of these failures.3

Vagueness and Uncertainty in American Legal Doctrine

Even a cursory reading of the examples of “AI gone bad” in the previous 
section reveals a serious problem: AI applications and data often hide the 
direct cause of the injury, and can be argued to be unintentional. Consider 
two of the examples presented above:

• A victim of theft arising from a hacker’s exploit of the weakness in the “smart 
lock” system could argue that the design was so faulty as to declare the entire 
product reckless. The lock distributor could argue that the lock would have 
worked properly if the homeowner had only used strong encryption in her wifi 
network, replaced outdated routers, limited the recipients and manner of sharing 
the unlock codes, and retained a regular network security consultant. Mean-
while, the police report for the incident would probably note no sign of breaking 
and entering, and likely would not involve a time-consuming assessment of net-
work security.

• A company that suffered from the failure of expensive machine-learning-based 
customer targeting software would probably have to endure several trial-and-
error attempts before identifying the software and data as defective, especially if 
it involved a “black box” targeting algorithm. Similar damages could arise from 

3. In May 2019, the EU fined Facebook $1.7 billion for violations of the GDPR.
10 ©2019 Anderson Economic Group, LLC
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the revelation that the company’s data was improperly obtained, or that its soft-
ware systematically classified customers in a manner highly correlated with 
their race. 

Questions of management responsibility, causation, and intention have 
arisen in law for centuries. However, as noted by a recent review of legal 
doctrines related to AI:

There is a heated debate raging about the future of artificial intelligence, 
particularly its regulation, but little attention is being paid to whether cur-
rent legal doctrines can properly apply to AI....Many have forcefully called 
for regulation before these risks manifest, but there is a more pressing prob-
lem looming on the horizon: the law is built on legal doctrines that are 
focused on human conduct, which when applied to AI, may not function. 
Notably, the doctrines that pose the greatest risk of failing are two of the 
most ubiquitous in American law—intent and causation.4

Weak Laws for Management Responsibility in the 
US; Strong Law in the EU

For two categories of damages, we observe weak laws and little track 
record of enforcement in the United States. However, the adoption of the 
GDPR in Europe significantly increases the legal liability for organiza-
tions that commit errors and omissions with AI methods and data.

Damages in the EU

See Exhibit 2:  “General Data Protection Regulation (EU)” on page 12.

4. Yavar Bathaee, “The Artificial Intelligence Black Box and the Failure of 
Intent and Causation,” Harvard Journal of Law & Technology, Volume 31, 
Number 2 Spring 2018.

An omitted footnote in this passage quotes Oliver Wendell Holmes, Jr: “[t]he 
life of the law has not been logic: it has been experience.” It goes on to state 
“As this Article claims, the law is presently at an inflection point, as never 
before has the law encountered thinking machines.”

Another omitted footnote cites Stanford University Report Panel [Peter 
Stone, et al.], “Artificial Intelligence and Life in 2030: One Hundred Year 
Study” (Sept. 2016). This report expresses concerns regarding civil and crim-
inal legal liability doctrines; agency (which we cover in this article as man-
agement responsibility), and certification (which we partially address below 
related to standards.)
©2019 Anderson Economic Group, LLC 11
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EXHIBIT 2: GENERAL DATA PROTECTION REGULATION (EU)

Article 4 (Definitions)

(2) ‘processing’ means any operation or set of operations which is per-
formed on personal data or on sets of personal data, whether or not by 
automated means, such as collection, recording, organization, structur-
ing, storage, adaptation or alteration, retrieval, consultation, use, disclo-
sure by transmission, dissemination or otherwise making available, 
alignment or combination, restriction, erasure or destruction;

...

(4) ‘profiling’ means any form of automated processing of personal data 
consisting of the use of personal data to evaluate certain personal aspects 
relating to a natural person, in particular to analyses or predict aspects 
concerning that natural person's performance at work, economic situa-
tion, health, personal preferences, interests, reliability, behaviour, loca-
tion or movements; 

Article 6 (Lawfulness of Processing)

1. Processing shall be lawful only if and to the extent that at least one of 
the following applies:
(a) the data subject has given consent to the processing of his or her per-
sonal data for one or more specific purposes; 
(b) processing is necessary for the performance of a contract to which the 
data subject is party or in order to take steps at the request of the data sub-
ject prior to entering into a contract;...

Article 21 Right to object 

1. The data subject shall have the right to object, on grounds relating to 
his or her particular situation, at any time to processing of personal data 
concerning him or her which is based on point (e) or (f) of Article 6(1), 
including profiling based on those provisions. The controller shall no 
longer process the personal data unless the controller demonstrates com-
pelling legitimate grounds for the processing which override the inter-
ests, rights and freedoms of the data subject or for the establishment, 
exercise or defence of legal claims. 

2. Where personal data are processed for direct marketing purposes, the 
data subject shall have the right to object at any time to processing of per-
sonal data concerning him or her for such marketing, which includes pro-
filing to the extent that it is related to such direct marketing. 
12 ©2019 Anderson Economic Group, LLC
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Article 24 Responsibility of the controller 

1. Taking into account the nature, scope, context and purposes of process-
ing as well as the risks of varying likelihood and severity for the rights 
and freedoms of natural persons, the controller shall implement appropri-
ate technical and organisational measures to ensure and to be able to dem-
onstrate that processing is performed in accordance with this Regulation. 
Those measures shall be reviewed and updated where necessary.

Article 82 Right to compensation and liability 

1. Any person who has suffered material or non-material damage as a 
result of an infringement of this Regulation shall have the right to receive 
compensation from the controller or processor for the damage suffered. 

2. Any controller involved in processing shall be liable for the damage 
caused by processing which infringes this Regulation. A processor shall 
be liable for the damage caused by processing only where it has not com-
plied with obligations of this Regulation specifically directed to proces-
sors or where it has acted outside or contrary to lawful instructions of the 
controller. 

Article 83 Administrative Fines

1. Each supervisory authority shall ensure that the imposition of adminis-
trative fines pursuant to this Article in respect of infringements of this 
Regulation referred to in paragraphs 4, 5 and 6 shall in each individual 
case be effective, proportionate and dissuasive.

Memo: specific administrative fines are authorized as follows:

If an undertaking infringes multiple provisions of the GDPR, it shall be 
fined according to the gravest infringement. (Article 83, section 3)

Lower level penalties of up to 10 million euros, or 2% of the annual 
revenue for worldwide operations, whichever is higher, can be levied 
for violations of rules for “controllers and processors,” including Arti-
cles 8, 11, and others. (Article 83 section 4).

Upper level penalties of up to 20 million euros, or 4% of the annual 
revenue for worldwide operations, whichever is higher, can be levied 
for violations of basic principles, data subject rights, and conditions for 
consent, including Articles 5, 6, 7, 9; 12-22, and others. (Article 83 sec-
tion 5).
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EXHIBIT 3: US LAWS REGARDING AI APPLICATIONS 

State Data Breach Laws. As of 2018, all 50 states (as well as Washington 
DC, Guam, Puerto Rico, and the US Virgin Islands) have enacted data 
breach notification laws.5

Uniform Commercial Code Statutes. Most states have adopted a form of 
the Uniform Commercial Code, which provides for damages in cases 
where the goods and services provided under a contract are shown to be 
deficient by the purchaser.

Restatement (Second) of Contracts. Common law regarding contracts in 
the English and American traditions are often represented in the Restate-
ment (Second). Among other provisions, section 236 provides for dam-
ages for total and partial breach of contract; section 347 establishes the 
general measure of damages as compensatory to the loss in value plus 
other costs due to a breach of contract; and section 178 establishes condi-
tions for unenforceability on the grounds of public policy.

Common-law Negligence. In general, US law requires four elements to be 
present to prove negligence: a duty, a breach of that duty, proximate 
cause, and injury. A common definition is the following:

Negligence: Failure by action, behavior, or response, willful or not, to main-
tain the expected care required from a reasonable, prudent person under the 
circumstances.6

No Comprehensive US Law on Data Privacy. As noted in a recent GAO 
report:

The United States does not have a comprehensive Internet privacy law gov-
erning the collection, use, and sale or other disclosure of consumers’ per-
sonal information.7

5. The National Council of State Legislatures lists laws from all 50 states on 
their “Security Breach Notification Laws” website, found at: http://
www.ncsl.org/research/telecommunications-and-information-technology/
security-breach-notification-laws.aspx; retrieved May 2019.
Numerous law firms post brief summaries of these and related laws; see, e.g., 
Norton Rose Fulbright, “US states pass data protection laws on the heels of 
the GDPR,” July 2018; retrieved from: https://www.dataprotectionre-
port.com/2018/07/u-s-states-pass-data-protection-laws-on-the-heels-of-the-
gdpr, May 2019.

6. Black’s Law Dictionary, found at: https://thelawdictionary.org/negligent, 
retrieved May 2019.
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Specific Federal Laws. Some federal laws provide specific, limited pro-
tections, including those listed below.

FTC Act. This Act provides consumers with general protection from 
unfair and deceptive trade practices. As noted in a recent GAO report:

FTC has jurisdiction over a broad range of entities and activities that are 
part of the Internet economy, including websites, applications (apps), adver-
tising networks, data brokers, device manufacturers, and others. The com-
mon carrier exemption in the FTC Act, however, prohibits FTC from taking 
action against common carriers, such as providers of telecommunications 
services.8

Cable Communications Policy Act. Covers cable subscriber information.

Gramm-Leach-Billey Act.  Covers personal financial and banking infor-
mation.

Children’s Online Privacy Protection Act (COPPA). Governs collection of 
information from children under age 13 by online services.

HIPAA Privacy Rule. This rule protects patient information collected by 
medical services providers.

Tariff Act of 1930. Prohibits negligence and gross negligence by persons 
introducing goods and service into the United States.

PRODUCT 
DEFICIENCIES: WHEN 
AI DOESN’T WORK 
WELL

AI methods, even when they do not involve improperly obtained per-
sonal information, often suffer from a quite traditional problem: they do 
not work well. Indeed, machine learning methods—the most common 
implementation of AI at this point—have well-known deficiencies that 
can render their output deficient, useless, or worse.

There are relatively few clear, objective comparisons between ML and 
traditional methods in terms of actual usefulness. One was conducted by 
economists in 2017 and 2018, using the Amazon HQ2 selection as a nat-
ural experiment. For this test, the predictions of human experts, and 

7. GAO, Additional Federal Authority Could Enhance Consumer Protection 
and Provide Flexibility, report GAO-19-52, January 2019; retrieved from: 
https://www.gao.gov/assets/700/696437.pdf, May 2019.

8. Ibid.
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economists using both traditional and modern methods, were compared 
with supervised learning AI methods. 

A Test of Machine Learning Against Human 
Judgement and Other Models

For the human experts, the value models, and the income models, the test 
was the ability to predict (in advance) Amazon, Inc.’s selection of 20 cit-
ies among over 200 as the finalists for their new “HQ2” facility. For the 
machine learning models, the test was the ability after the results were 
known to classify the cities into those selected and those not. 

All of the models were provided with the same extensive data set, and the 
analyses were performed using the same software suite. 

The results are summarized in a 2019 Business Economics article.9 The 
comparison includes three sets of human experts, all of whom published 
analyses well in advance of the selection; seven different machine learn-
ing methods (plus multiple variations of these); traditional financial state-
ment analysis; and value functional (recursive) decision models.10

The results are startling: not only did machine learning underperform tra-
ditional financial statement analysis, it did worse than a coin flip. 
Humans—to the surprise of many—handily outperformed the ML models, 
even though the ML models had the advantage of “knowing” the outcome. 

See Table 1, “Comparison of Methods, Business Location Decisions (2018),” 
on page 17

9.  Patrick L. Anderson, “Business strategy and firm location decisions: testing 
traditional and modern methods,” Business Economics, February, 2019.

10.We would consider the value functional models to be AI models, as they 
involve modeling the decision process of the managers making the selection. 
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.

TABLE 1. Comparison of Methods, Business Location Decisions (2018)

Method
Prediction 
Accuracy

Validation 
Accuracy Notes

Professional Judgment 82% --
Professional judgments also 
avoided predicting most of the 
non-selected cities.

Value-in-Place Decision Model 64% --

Does not select very high cost cit-
ies, but does select high value cit-
ies where costs are reasonable 
and expansion opportunities exist.

Income-in-Place Comparison 57% --
Uses standard financial statement 
analysis; consistently picks the 
lower-cost cities.

Machine Learning with Expert 
Tuning: Ensemble Trees (various 
boosting methods), Fine Classifi-
cation Tree.

-- 60% - 80%

These routines benefitted from an 
expert tuning the model and 
selecting the variables. They also 
produced varying predictions 
among the cities.

Coin Flips and Educated Guesses 46% - 54% 46% - 54%

This benchmark indicates the 
baseline below which it makes no 
sense to invest time in quantita-
tive methods.

Machine Learning: Logistic 
Regression, Linear Discriminant, 
Support Vector Machine, Models 
using PCA

-- 0% - 46%

These routines often produced 
opaque results, and could not be 
expected to outperform a coin 
flip. Some did not even run.

Notes:
Prediction accuracy is ex ante classification accuracy; validation accuracy is ex post 
classification performance in supervised learning environment.

Source: Anderson, “Business strategy and firm location decisions,” Business Economics, 
January 2019.
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III. Estimating Damages

PRINCIPLES 
FOLLOWED

Although the examples we consider involve novel technology, the princi-
ples we follow in estimating damages are traditional and well-accepted. 
Specifically:

1. Only compensatory damages and specific direct costs were estimated as 
direct damages.
Where clearly indicated, the direct costs we estimate include replacement 
and repair costs (such as replacement of devices, reinstallation or replace-
ment of software, or system review and restarting), and remedial advertising 
(where needed to partially offset the negative effects of publicity regarding 
the incident).

2. Legal fees, emotional distress, and any punitive fines are not included in 
direct damages. Any interest on damages, awards, or compensation is also 
excluded.

3. Only legal doctrines identified in this report were used as bases for estimat-
ing damages. These include the GDPR, general product warranty claims and 
rights under laws comporting with the Uniform Commercial Code.

4. Where product deficiencies are the cause of damages, the amount of dam-
ages has been limited to a reasonable multiple of the original cost of the 
product or service. Similarly, where damages originate from loss of personal 
data for a number of customers, the damages per customer are limited to an 
amount that is reasonable when considered in the context of any actual 
losses. 

5. All examples involve simplifications of typical circumstances and ignore the 
costs of litigation. Furthermore, they presume that the company involved is 
either ordered to pay compensatory damages or does so through its own 
decision or through a negotiated settlement.

Because we consider only compensatory damages and certain direct 
costs, these estimates should be considered conservative and signifi-
cantly lower than the total costs that a company might incur should it be 
involved in a serious incident involving errors, misuse, or breaches of 
contract involving AI software and related data.

ESTIMATES FOR 
REPRESENTATIVE 
INCIDENTS

The following exhibits provide summary estimates of direct, compensa-
tory damages for representative incidents, in each of the categories 
involving primarily private organizations. These are intended to illustrate 
the potential liability of mid-sized firms in this area to the types of risks 
identified here, and do not attempt to cover the entire range of potential 
causes. 
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These estimates involve simplified fact situations, and as noted above, do 
not include legal costs, costs of experts and court proceedings, as well as 
potential punitive damages and administrative fines under the GDPR.

Data Breach Damages. Damages for data breaches are estimated as a flat 
amount per person affected, multiplied by the number of persons whose 
data was exposed. This method of compensating people from data 
breaches has been used many times.11 It is important to note that the 
number of persons whose data has been released is usually far higher 
than the number who are aware of the breach.

In this representative example, we assume 20,000 customers had their 
data released, and the compensation per person is calculated as a nui-
sance cost plus the cost of a common remedial benefit: a credit monitor-
ing service.12 We estimate direct, compensatory damages at $7 million 
for this breach, excluding legal fees, fines, and costs of remediation 
including new systems and training of personnel. 

Note that damages under the GDPR can be much larger than those shown 
here, and can range up to a fraction of total revenue of the company. The 
maximum penalty levied under GDPR is 4% of the company’s turnover 
(revenue).

See Exhibit D-1.  “Damages Calculation: Data Breach” on page 45.

11.For example, after the data breach announced on November 30, 2018 by 
Marriott International (involving the Starwood guest reservation system), the 
company offered customers free credit monitoring. The company’s dedicated 
website for customers affected by the event (which appeared to have exposed 
over 300 million accounts, including some with passport numbers). As of 
May 2019, the website was: “Starwood Guest Reservation Database Security 
Incident,” found at: https://answers.kroll.com. See also “Steps To Take If The 
Marriott Data Breach Affected You,” Forbes December 19, 2018.

12.According to a recent survey, the cost of well-regarded credit monitoring ser-
vices provided by entities independent of credit bureaus is often between $10 
and $30 per month, and may include reports from three US credit bureaus as 
well as some insurance coverage. See, e.g., “Should I Buy Credit Monitor-
ing?” NerdWallet; retrieved from: https://www.nerdwallet.com/blog/finance/
credit-monitoring-identity-theft-monitoring, May 2019.

A related service is identity theft monitoring, and it involves similar costs. 
See, e.g, “The best identity theft monitoring services for 2019,” CNet, March 
29, 2019; retrieved from: https://www.cnet.com/news/best-identity-monitor-
ing-services, May 2019.
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Management Failures. We use as an example the failure of management 
to properly supervise the use of machine learning methods in underwrit-
ing loans and classifying applicants. Systematic misclassification of 
minority applicants has already resulted in a number of publicized cases 
where the lenders were subjected to significant penalties.

For this example, we assume that 250,000 loan applicants were evaluated 
using a system that involved algorithms that classified applicants using 
rules developed from machine learning methods. We assume that only 
12% of these applicants were in the group that was asserted to be system-
atically misclassified. 

We consider two levels of management failure: negligence—in which 
management is ignorant of the methods being used, and does not take 
proper care to supervise operations—and gross negligence, in which 
management is reckless and may have some knowledge of improper 
activities. In both cases, we estimate direct damages that include com-
pensation for the victims, and do not estimate punitive actions or criminal 
fines for the company or its managers. For gross negligence, we estimate 
a modest amount of personal liability (limited to the return of all compen-
sation from the company for one year each) and earnings loss for a dozen 
managers or directors over the next five years. These presumptions imply 
a loss of only a part of the potential earnings for highly-trained, well-con-
nected individuals. It is possible that the cost to them would be far worse.

For this example, we estimate direct damages in a case where negligence 
is shown to be $120 million. In the case of gross negligence, that figure 
almost doubles. As with the other examples, this does not include legal 
fees or criminal sanctions.

See Exhibit D-2.  “Damages Calculation: Management Failure” on 
page 46.

Product Failures: Vehicle Data Collection. For product failures, we con-
sider first the damages that would likely be assessed against a company 
under data privacy laws, in the case where a vehicle manufacturer is dis-
covered to be mining personal data obtained from devices commonly 
found in vehicles sold in the last ten years.13 Auto insurance companies 
(some of which have used telematics to obtain driving information) could 
also be subject to such damages. 

13.These include “black box” vehicle data recorders; navigation systems; wi-fi 
hotspots; and customer-connection systems (such as GM’s Onstar).
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For this, we assume only a modest number of vehicles are involved: 
500,000. (Note that 17 million new vehicles were sold in the US in 
2018). We presume damages are limited to warranty replacement of 
devices, a one-time restitution cost, and remedial advertising and admin-
istrative costs that are a modest amount per affected vehicle. In this case, 
the direct damages come to over $360 million.

Product Failures: Customer Data Platform. We also consider a simpler 
damages claim of a business for which no customer data breaches are 
claimed. In this example, a company determines that their applications 
managing customer data and using machine learning methods to target 
them were defective. Applications of this type could be termed CRM 
(customer relations management) or more specifically CDP (customer 
data platform), or be part of a company’s general customer data and mar-
keting operation. To the extent outside vendors and their targeting algo-
rithms and data were involved, the company itself may not have been 
managing the application itself.14

In this situation—again, with no violations of customer data involved—
the direct damages are approximately $6 million. This includes replace-
ment of the software and related data migration, and a relatively modest 
amount of remedial advertising. However, these direct damages would 
not compensate for the loss of market position and sales that would occur 
if the customer targeting system worked as well as other commonly 
available systems. A remedy of this type could be available under war-
ranty laws, the rights of purchasers under the Uniform Commercial Code, 
and under the common law principle of “making whole” the injured party 
in the English tradition of laws.

See Exhibit D-3.  “Damages Calculation: System Failure” on page 47.

Malware. We estimate the annual cost of malware attacks to a mid-size 
business, again ignoring legal costs and criminal sanctions, and consider-
ing only direct damages. We presume that the mid-sized company has 
about 50 incidents per year across all operations related to malware, none 
of which cause the company to stop operations or expose personal data to 
hackers.

Here we estimate direct damages only, including the costs of an IT con-
sultant to replace hardware and reinstall software, plus an allowance for 

14.See Table 1, “Comparison of Methods, Business Location Decisions 
(2018),” on page 17.
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consequential damages a few times each year (such as lost data and work 
that must be redone, or spoiled or lost inventory related to a delay, or 
overtime for work to offset the failure). We do not consider, for example, 
the possible ransom that may be paid in cases of ransomware.

In this case, the direct damages we estimate are $225,000.

See Exhibit D-4.  “Damages Calculation: Malware” on page 48.

OBSERVATION 
ABOUT DAMAGES

Consumer damages from data breaches are by far the most visible and 
obvious damages caused by misuse of AI applications. This is due both 
to the widespread nature of the injury, and to the obvious—and often 
enraging—lack of concern shown by multiple very large entities with 
control of personal information. 

Here we estimate that a single incident that exposes personal informa-
tion, even if limited to a relatively small number of customers, could be 
significant: on the order of $5 million to $10 million.

Similarly, outbreaks of viruses, ransomware, and other malware may 
command news coverage, but actually directly affect only a small subset 
of people. Effective countermeasures for such malware are also widely 
available, if imperfect. For a mid-sized company that deals with common 
malware attacks regularly (but is not successfully penetrated by ransom-
ware and does not breach personal data privacy laws), the annual cost of 
malware could be closer to $100,000 than to $1 million. 

Surprisingly, the most expensive category of damages is the on that stems 
from management failures. Here, even a mid-sized lender could easily be 
exposed to damages exceeding $100 million for management supervision 
failures involving ML-based loan underwriting applications. If gross 
negligence is shown, the amount could double.

Although less terrifying a number, the failure of ML-based software 
without any customer data breach is still expensive: on the order of $5 
million to $10 million for a mid-sized retailer.

These figures—which ignore legal costs, criminal penalties, and fines—
demonstrate two important findings:

1. Management responsibility is critical with AI applications. Failure of man-
agement is the single most expensive cause of damages among the examples 
we analyze.

2. Even relatively modest causes have serious costs involved. Once manage-
ment negligence is involved, however, the damages grow quickly.
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Other Reviews of Damages Arising from AI Errors

One motivation for this report is the paucity of research on the causes, 
categories, and amounts of damages arising from AI errors, omissions, 
and breaches. Our search found only a few written analyses that included 
methodology and support for estimates. These included:

• A 2014 article by Laura Caldera and Thomas Hutchinson in a financial 
newsletter, which included some specific cases and provided a basis for esti-
mating damages in those handful of cases.

• Various years of the Ponemon Cost of a Data Breach Study. These contain 
aggregate estimates, are not specific on the legal bases, and could be consid-
ered an extrapolation of trends. We note that the 2017 edition’s note that it is 
a “non statistical” analysis is descriptive; the main source is confidential 
reports. Moreover, the most recent two editions (2017 and 2018) were spon-
sored by data services vendors with an obvious interest in promoting a very 
large potential risk to their clients. 
While this appears to be the most quoted analysis of the number of data 
breaches, we did not rely upon it for methodology or for an estimate of costs.

• The careful review of doctrines involving causation and liability, and their 
potential applications to cases involving errors arising from AI, written by 
Yavar Bathaee and published in the Harvard Journal of Law & Technology 
in 2018.15 While not attempting to estimate damages directly, this treatise 
identifies specific problems related to concepts such as strict liability and 
causation that are quite relevant to the estimation of damages. It also dis-
cusses liability for damages.

15.Yavar Bathaee, “The Artificial Intelligence Black Box and the Failure of 
Intent and Causation,” Harvard Journal of Law & Technology, Volume 31, 
Number 2 Spring 2018.

An omitted footnote in this passage quotes Oliver Wendell Holmes, Jr: “[t]he 
life of the law has not been logic: it has been experience.” It goes on to state 
“As this Article claims, the law is presently at an inflection point, as never 
before has the law encountered thinking machines.”

Another omitted footnote cites the Stanford University Report Panel, “Artifi-
cial Intelligence and Life in 2030: One Hundred Year Study” (Peter Stone, et 
al. Sept. 2016). This report expresses concerns regarding civil and criminal 
legal liability doctrines, agency (which we cover in this article as manage-
ment responsibility), and certification (which we partially address below 
related to standards).
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IV. Forensic Analysis of AI Methods and Data

THE CONCEPT OF AN 
“AI AUDIT”

The possibility of errors and omissions in the use of AI methods, and the 
capture and use of data for that purpose, are demonstrably large. As fur-
ther demonstrated in this article, organizations using AI methods and data 
face the possibility of expensive liability and the payment of significant 
damages, as well as fines and legal costs. 

For these reasons, a handful of experts have begun suggesting that AI 
methods and data should be evaluated periodically by independent enti-
ties. This concept could be called an “AI audit,” an “algorithm audit,” or 
a “forensic examination of AI methods and data.” 

One influential voice in this nascent movement articulated the need as 
follows:

Algorithmic decision-making and artificial intelligence (AI) hold enormous 
potential and are likely to be economic blockbusters, but we worry that the 
hype has led many people to overlook the serious problems of introducing 
algorithms into business and society. Indeed, we see many succumbing to 
what Microsoft’s Kate Crawford calls “data fundamentalism”—the notion 
that massive datasets are repositories that yield reliable and objective truths, 
if only we can extract them using machine learning tools. 
...
We have a proposal for a good place to start: auditing. Companies have long 
been required to issue audited financial statements for the benefit of finan-
cial markets and other stakeholders.
...
Requiring managers to report periodically on their operations provides a 
check.... To bolster the trustworthiness of these reports, independent audi-
tors are hired to provide reasonable assurance that the reports coming from 
the “black box” are free of material misstatement. Should we not subject 
societally impactful “black box” algorithms to comparable scrutiny?16

Northeastern University’s Khoury College of Computer Science estab-
lished a research group for auditing algorithms. One of the published 
analyses from the group involves tracking the use of “retargeted ads” that 
appear online, and then communicate with an ad exchange in ways that 
consumers are usually unaware.17 

16.James GuszczaIyad, et al., “Why We Need to Audit Algorithms,” Harvard 
Business Review, November 28, 2018. Similar sentiments were expressed in 
“This company audits algorithms to see how biased they are,” MIT Technol-
ogy Review, May 9, 2018 (profiling mathematician Catherine O’Neill).
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Nascent Efforts in France, and Among Standards Bodies

Among national governments, France announced they would make their 
“algorithms transparent” and adopted a law to that effect in 2016.18 The 
European Parliament has commissioned a report recommending member 
states take additional actions to ensure accountability and transparency, 
proposing “algorithmic impact statements” and reviews of algorithms and 
their data and purpose.19 The report notes, as of the beginning of 2019, 
multiple standards-setting bodies have efforts underway to develop stan-
dards for ethical AI systems, including Institute of Electrical and Elec-
tronics Engineers (IEEE), International Standards Organisation (ISO), 
and International Electrotechnical Commission (IEC).20 However, these 
efforts have yet to produce a clear standard for auditing AI applications. 

No Model of Forensic Examination or AI Auditing 
Yet Established

A handful of consulting firms have announced services for checking or 
auditing machine learning methods for embedded bias.21 As noted in a 
May 2019 Electrical Engineering Times assessment, however, there are 
“not a lot of debiasing, auditing tools yet.”22 

Our research confirms this assessment, noting that there are many com-
prehensive audit work-flow guides, as well as many IT governance pro-
cesses, risk assessment services, and cybersecurity protocols. These 
include at least two detailed guides from relevant organizations.23 More-
over, there are many specific criticisms of AI applications, some sup-
ported with statistical tests that could represent part of the task list for a 
strong AI audit. However, we did not find a clear and well-documented 
process for auditing AI applications.24

17.Muhammad Ahmad Bashirm et al., “Tracing Information Flows Between Ad 
Exchanges Using Retargeted Ads,” Proceedings of Usenix Security, 2016; 
retrieved from: http://personalization.ccs.neu.edu/Projects/Retargeting, May 
2019.

18.The relevant French law is known as “loi por une Republique numerique” 
(Digital Republic Act, law no. 2016-1321); a related decree was issued in 
March 2017 (R311-3-1-2). See also “Emmanuel Macron Talks to WIRED 
About France's AI Strategy,” Wired, March 2018; retrieved from: https://
www.wired.com/story/emmanuel-macron-talks-to-wired-about-frances-ai-
strategy, May 2019. 

19.European Parliamentary Research Service, A governance framework for 
algorithmic accountability and transparency, Report PE 624262 (April 
2019). Recommendations are in chapter 4.

20.See EPRS report, section 3.10. 
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ELEMENTS OF AN AI 
AUDIT

The following list of elements is based on the author’s own experience 
with applications involving data. These include econometric, statistical, 
mathematical, financial, machine learning, and other models; well-
accepted standards for social science research; and management in busi-
ness and government. Based on this experience, we recommend that 
these elements be present in the task list for an audit of the data and algo-
rithms used in an AI application.

Although the term “AI Audit” entered the lexicon of industry sometime 
around 2018, we prefer the more complete term “algorithm and data 
audit,” as the data used by an algorithm is an intrinsic part of the applica-
tion, and must be subjected to review.

21.A simple web search in May 2018 for “auditing algorithms machine learn-
ing” and related word combinations returned a small number of firms with 
identified services of this type, including: Deloitte, Accenture, and O’Neill 
Risk Consulting. 

Some of the individuals involved have written publicly about the dangers of 
unchecked AI. For example, Cathy O’Neill’s July 30, 2018 letter in Financial 
Times, “Audit the algorithms that are ruling our lives,” concludes:

While the radical openness promoted by France might be a bridge too far 
for algorithmic accountability, the case for independent auditing of algo-
rithms is clear. In setting up an AI strategy for Europe, algorithmic account-
ability or responsibility should be a key element. Government and business 
must be able to prove they have thoroughly tested and externally vetted 
their application of AI before they release it on society.

22.Ann Thryft, “Not a Lot of Debiasing, Auditing Tools Yet,” Electrical Engi-
neering Times, May 2019; retrieved from: https://www.eetimes.com/docu-
ment.asp?doc_id=1334650, May 2019.

23.These include the Society of Internal Auditors and ISACA, which have pub-
lished reports: The IIA’s Artificial Intelligence Auditing Framework, Practical 
Applications Part B (no date, apparently January 2018); and ISACA, Auditing 
Artificial Intelligence, 2018. However, both reports govern authority, process 
work-flow, and other elements of an audit engagement, not the specific tasks 
listed in the “Elements of an Algorithm and Data Audit” on page 28.

24.An as yet incomplete effort that includes specific AI audit elements was 
announced in March 2019 by the Information Commissioners Office of the 
UK. It involved a request for comments on a proposed framework for audit-
ing AI applications. The framework includes two major areas: governance 
and accountability, and AI-specific areas that include “transparency in profil-
ing” and “data minimisation and purpose limitation.” Although not yet a task 
list for an AI audit, the inclusion of these in the framework is consistent with 
what we propose in “Elements of an Algorithm and Data Audit” on page 28.
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Elements of an Algorithm and Data Audit

1. Confirm the source and the actual content of the data.

A first step in an audit of a data applications must involve the data.

For serious social scientists, knowing the data is a paramount concern. How-
ever, as is evident from reading news stories covering controversial issues, it 
is easy for data sources, and the actual content of the data, to be subtly or 
strongly misrepresented. Unfortunately, for casual academicians, lazy jour-
nalists, and self-interested vendors, spending time on data integrity is often 
not a high priority. In fact, it could lead to the discovery that claimed results 
do not match the actual data.

Confirming the source and actual content will require checking the actual 
data, usually at least at two points in the process. 

2. Confirm the use of the data

This is not a trivial step with complicated machine learning methods.

Indeed, a feature of machine learning is that “the data decide” what is impor-
tant, not the researcher. Thus, in many cases, there can be dozens of vari-
ables that are thrown into a machine learning algorithm, and the observer 
will have little idea which variables were important and which were not. 

In order for a forensic audit to assure the use of the data, it will often be nec-
essary to actually run the program, observing what data go into the program, 
and what actually results. This will require skill, and access.

3. Examine the algorithms that use the data.

Examining how the software uses the data, including identifying the under-
lying algorithms and data transformations being employed, will usually 
require a direct observation of the underlying software or code. Simply 
copying down the name of the algorithm from a software manual (or from 
observing someone running the software) will be only a half-step. 

In some cases, this will raise issues of both data privacy, and of trade secrets. 
These could be handled with contractual agreements (such as confidentiality 
provisions), as well as in policing the use of personal data. In some cases, a 
beneficial side effect of examining the data sources, the data, and the algo-
rithm will be the discovery that personal information is being unnecessarily 
exposed, and can be beneficially eliminated from the method.

4. Replicate results for a test set of data using the specified data and algorithm.

Once the data and the algorithm are identified, examined, and confirmed, the 
next step is to run the method on the specified test data and observe whether 
the results match those the organization previously relied upon. 

This step, and the previous ones, will require special training in data, statisti-
cal, and computer science methods.
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5. Confirm management policy and management knowledge of the data used, 
and the methods.

This step is critical if auditing and policing of data and methods is to be 
effective. Unless company management is informed, and has policies estab-
lishing responsibility and authority, there will too often be no responsible 
party to curb abuses or insist on meeting standards.

6. Compare actual source and use of data, and actual performance of algo-
rithms, against standards.

Once the source and use of the data and the algorithm performance are iden-
tified (and after confirming that management has authorized and has been 
properly informed of these), it will be possible to compare these against 
applicable standards for the source and use of data, the use of algorithms, 
and the requirements for management authorization and reporting.

This step will not be without difficulty, as there are currently very few stan-
dards that are clear enough to operationally useful. The development of such 
standards should be a high priority. 

Not Covered in these Audit Tasks. Experienced auditors will note that cer-
tain elements of an engagement are not covered in this list, including 
establishing the scope and purposes of the audit; stating a level of materi-
ality; ensuring professional objectivity; the reporting of results and 
receipt of comments; identification of any management plan to address 
identified issues; and terms of payment. 

These are all important, but as the focus of this report is on the forensic 
tasks themselves, they have not been included here. 

Also mentioned in this list of elements, but not specified, are the likeli-
hood of trade secrets and confidential data being exposed to auditors dur-
ing the audit process. Agreements will be required to address this 
concern, and to prevent the concern from preventing a useful audit. 

Finally, the tasks listed include a comparison with applicable standards. 
Such standards are now either vague, exhortatory, or non-existent.25

25.For example, the GDPR has explicit standards noted above, but these do not 
clearly state what is allowed and what is not. Numerous authors, experts, and 
policy makers have called for transparency, but without explicit mechanisms 
and standards, these are (hopefully) useful exhortations. See “The Concept of 
an “AI Audit”” on page 25 for discussion regarding the handful of fledgeling 
efforts to adopt useful, specific standards.
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TOWARD 
“EXPLAINABLE AI”

In this report, we criticize the use of opaque machine learning methods, 
in which the practitioners cannot describe how the “machine” selected or 
classified the subjects of the analysis. This critique is not new. For exam-
ple, the GDPR’s demand for a “meaningful explanation” arose after years 
of debate within the EU. Indeed, the very concept of “letting the data 
decide” the structure of the model invites opacity, and the novel “deep 
learning” variants of machine learning methods explicitly seek the deter-
mination of the model by data, and not through the selection or supervi-
sion of a human.

Calls for Explainable AI

One of the earliest and clearest calls for “explainable AI” was issued by a 
notable pioneer in the use of advance decision methods, the US Defense 
Advanced Research Program Administration, commonly known as 
DARPA. DARPA is the descendent of ARPA, which created what we 
now call the Internet. In 2016, DARPA established a project for “explain-
able AI,” noting the following:

Dramatic success in machine learning has led to a torrent of Artificial Intel-
ligence (AI) applications. Continued advances promise to produce autono-
mous systems that will perceive, learn, decide, and act on their own. 
However, the effectiveness of these systems is limited by the machine’s cur-
rent inability to explain their [sic] decisions and actions to human users. 26

Illustrations of the Range of “Explainability” in AI Methods

We demonstrate below the huge range in what has been called transpar-
ency or explainability in AI applications. We use extended results avail-
able from the authors of the method comparison cited above. These 
included seven different machine learning methods, as well as traditional 
income methods, novel value functional methods, and comparisons with 
coin flips and expert human judgement. 

In this case, we categorize “explainable” as follows:

1. Open box, meaning you can see the input data, the workings of the model, 
and the results.

2. Grey box, in which some of these data or mechanisms are obscured.

3. Black box, where the workings of the model area clearly hidden from others.

Assessing Explainability Through the AI Audit Steps

We illustrate how an AI algorithm and data audit might proceed to evalu-
ate a set of these methods below. Here, we use the following steps identi-
fied as elements of such an audit in “Elements of an AI Audit” on 
page 27:
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1. Confirming the use of the input data;

2. Checking the algorithms (calculations) performed on the input data;

3. Replicating some of the results for selected cases.

This example does not include checking the sources of the data; however, 
in this case the input data are amply presented in the original publication. 
The standard being used here is one of allowing for a “meaningful expla-
nation” as well as the ability of a trained person to replicate at least some 
of the results.

Example of “Open Box” Methods: Income and Value Models

In the first illustration, we show the inputs and intermediate results from 
income (discounted cash flow) and value functional (recursive) methods. 
This information, which is readily available to practitioners and can be 
provided to others, allows for inspection and checking of intermediate 
results. Shown here are multiple steps, all related to Exhibit C-1 “Exam-
ple Income and Value Routines; “Open Box” Category” on page 41:

26.DARPA, “Explainable Artificial Intelligence (XAI),” April 2016, Attributed 
to program officer David Gunning; web page; also announcement DARPA-
BAA-16-53, page 5; both retrieved from: https://www.darpa.mil/program/
explainable-artificial-intelligence.

Gunning’s XAI announcement for DARPA cites “work on how to make these 
systems explainable” dating as far back as the writings of Edward Shortliffe 
and Bruce Buchanan in 1975, who performed some of the pioneering work 
on expert systems for medical diagnosis. The authors proposed the use of a 
“certainty factor” (CF) to describe the degree to which a logical statement is 
believed to be true. Crucially, CFs were intended to be used “in the statement 
of the decision rules themselves,” thus communicating to the humans infor-
mation they could use to evaluate what the “machine” recommended. 

The original 1975 article is out of print; these excerpts are from a 1984 book 
chapter “Details of the Consultation System,” by Edward Shortliffe, in Rule-
Based Expert Systems, (Buchanan & Shortliffe, eds.) Addison Wesley.  This 
book is also out of print, but the chapter was retrieved from: http://
www.shortliffe.net, June 2019.

It is interesting to note that the 1984 book, written by pioneers in artificial 
intelligence, focused on the development of expert systems, and described AI 
as “dealing with symbolic, nonalgorithmic methods of problem solving” 
(Introduction, page 3).  The chapter cited above did not contain the phrase 
“machine learning,” nor did the preface, introduction, or first chapter. 
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•  The income statement includes revenues, cost items, and a profit and divi-
dend figure. The entire statement is disclosed; this is the basis for the earn-
ings calculations used in both the income and value models.

• Similarly, the cost ratios for various cities are shown. Again, at this interme-
diate step, the calculations used in both the income and value models can be 
inspected.

• We also produce the rewards matrix used in the value matrix, which takes 
into account the current earnings for each possible state, and for each man-
agement decision. One can check to see if a reward (in this case, earnings) 
figure presented here for a particular city is, in fact, calculated from the 
related income statement. 

Using only the information in the exhibit, you can confirm this approximately 
by comparing the earnings for Boston in the “operate” category for the first state 
with what was shown as a “dividend” in the income statement shown above. 

• The value method, when done properly, provides a result that includes deci-
sion advice for each state of affairs, as well as a related value figure presum-
ing the manager follows that decision advice. Here, we show the values for 
two cities in various states. 

• In the next panel, we show a ranking of cities in terms of value in this initial 
state. One can confirm the entries used to rank the cities of Boston and 
Cleveland using the information shown in this example.

Thus, using the information in these examples, we are able to confirm the 
use of the data and the calculations, and we can (at least partially) repli-
cate the results. Although we did not do that here, the ability to confirm 
the above gives us confidence that an auditor could, if he or she had the 
proper training and software, perform the next several steps to actually 
replicate the analysis.

Example of “Grey Box” Machine Learning Methods

Once again, we use the selected AI audit steps identified above to exam-
ine a set of ML methods as shown in Exhibit C-2 “Example ML Rou-
tines; “Grey Box” Category” on page 43.

• In the first panel of the exhibit, we see intermediate results from the use of a 
classification tree using non-transformed data. While not explaining much 
of the analysis, we can see a clear decision model that identies specific vari-
ables, as well as the threshold values of these variables.

Presuming that we could identify the input data (and confirm management 
understanding of the use of this data and the appropriateness of using the vari-
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ables indicated in the decision tree), it is likely that this kind of algorithm would 
be considered explainable.

• In the second panel, we see results from three different ensemble methods, 
each using the identical method and data, with slight variations in the 
method of “boosting” the selection of classification of trees. An immediate 
observation is that the classification decisions are different for each variant 
of the same method. 

Without showing additional information that may be available about the model, 
an AI Auditor may conclude at this stage that the “boosting” method is com-
pletely opaque and had strong effects on the results; therefore the method failed 
the standards set for the organization. Among other concerns, it is likely that the 
results used in this exercise could not be replicated, as even small variations 
obviously produce significantly different results. 

Example of Black Box Methods

The third category we demonstrate is that of “black box” methods, as 
depicted in Exhibit C-3 “Example ML Routines; “Black Box” Category” 
on page 44. In this example, the calculation and classification mecha-
nisms are occluded, and the reader cannot be sure what data were actu-
ally important or how that data affected the decision.

• The first routine, a linear discriminant analysis, uses the same data set as the 
other methods. Here, excerpts from the program output provides an obscure 
sub-sub-category of intermediate results, but nothing that satisfies the AI 
audit steps identified in “Elements of an AI Audit” on page 27.

In particular, the “confusion matrix,” which is a statement of the classification 
categories, cannot be calculated.

This means a reader will be unaware of whether the algorithm is actually doing 
its job, let alone be able to determine if the job was done satisfactorily. 

• Later in that panel we demonstrate earlier results, using a slightly different 
data set. Here, we see a confusion matrix, as well as a validation accuracy 
figure that is approximatly 1/3. While that validation rate may be acceptable, 
a knowing glance at the confusion matrix pulls the logical rug out from 
under this method: only 1 correct yes was produced by this classifier; the 
method essentially assigned nearly every city a “no.” 

Using our AI audit tests, we would identify this as a method that failed a pre-
sumed management policy of using only effective mechanisms. It would also 
fail the use of the data and algorithm tests, unless the company explicitly hoped 
to say “no” to applicants or test subjects. 

• The next panel, using Support Vector Machines, is similarly distressing. 
Again, a proper confusion matrix could not be created, casting doubt on the 
suspiciously-large “validation rate.” Prior results suggest that the validation 
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rate was largely acheived by declaring “no” on nearly every application. The 
AI audit steps for this would probably produce the same result as above.

• Finally, the “principal components” decomposition illustrated at the bottom 
of the exhibit is a valid statistical procedure, but one that completely 
obscures the sources of variation in the dependent variable. In this case, two 
statistically-orthogonal vectors are identified, neither of which presents any 
intuition about the world. 

This would likely get flagged in an AI audit following the recommendations 
show above.
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Appendix C: Explainable AI
Ex

Sou

©2
hibit C‐1. Example Income and Value Routines; "Open Box" Category

Income and Value Methods; Income Statement

Income Statement ($ Millions)
Revenue 4,600.0$  

COGS 3,344.2$  

GrossProfit 1,255.8$  

OpExpense 984.4$  

FacilityCost 92.0$  

OpProfit 179.4$  

OtherExp 2.3$  

PretaxProfit 177.1$  

dividend 132.8$  

Income and Value Methods; City Cost Factors

City OpCostFactor FacilityCostFactor

Atlanta 0.967  0.926 

Austin 0.997  1.107 

Baltimore 1.000  0.916 

Birmingham 0.997  1.000 

Boston 1.010  1.106 

Buffalo 1.034  1.000 

Charlotte 1.053  0.936 

Chicago 0.961  1.035 

Cincinnati 0.951  0.845 

Cleveland 0.946  0.838 

Note: Factors are ratios to baseline for selected cities. Not all cities shown.

Value Method: Reward Matrix for Selected City

State Operate Expand Close StayClosed

Stage1_OneYear 132 275 92 -  

Stage1_TwoYears 132 275 92 -  

Stage1_ThreePlus 132 275 92 -  

Stage2_OneYear 213 228 170 -  

Stage2_TwoYears 213 228 170 -  

Stage2_ThreePlus 213 228 170 -  

Stage3_OneYear 255 -   211 -  

Stage3_TwoYears 255 -   211 -  

Stage3_ThreePlus 255 -   211 -  

Stage4_OneYear -   -   -   1 

Stage4_TwoYears -   -   -   1 

Stage4_ThreePlus -   -   -   1 

Note: "BigR" expanded reward matrix for city: City 5 Boston 
rce: Anderson, Business Economics (Jan 2019); Supplemental information from Anderson Economic Group (Oct 2018).
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Value Method: State‐Value‐Policy Results, Selected Cities
City 5 Boston

State Value Policy

1   $             2,440 2

2   $             2,440 2

3   $             2,440 2

4   $             2,417 2

5   $             2,417 2

6   $             2,417 2

7   $             2,443 1

8   $             2,443 1

9   $             2,443 1

10   $ 10 4

11   $ 10 4

12   $ 10 4

City 10 Cleveland

State Value Policy

1   $             4,135 2

2   $             4,135 2

3   $             4,135 2

4   $             4,301 2

5   $             4,301 2

6   $             4,301 2 
7   $             4,459 1 
8   $             4,459 1 
9   $             4,459 1 

10   $ 10 4 
11   $ 10 4 
12   $ 10 4 

Value Method: Value of Businesses in Selected Cities, Starting State

State Value Policy

City1_Atlanta 1   $             3,787 2 

City2_Austin 1   $             2,454 2 

City3_Baltimore 1   $             2,956 2 

City4_Birmingham 1   $             2,611 2 

City5_Boston 1   $             2,440 2 

City6_Buffalo 1   $             1,842 2 

City7_Charlotte 1   $             1,767 2 

City8_Chicago 1   $             3,765 2 

City9_Cincinnati 1   $             4,101 2 

City10_Cleveland 1   $             4,135 2 

Source: Anderson, Business Economics (Jan 2019); Supplemental information from Anderson Economic Group (Oct 
2018).
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Exhibit C‐2. Example ML Routines, "Grey Box" Category
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assification Tree Using Non‐Transformed Data

if SUN_HOURS<2185.6 then node 4 elseif SUN_HOURS>=2185.6 then node 5 else 0

class = 1

class = 1

if POP_GROWTH<0.178435 then node 6 elseif POP_GROWTH>=0.178435 then node 7 else 0

if IMM_W_BA<79514 then node 8 elseif IMM_W_BA>=79514 then node 9 else 0

class = 1

class = 1

  class = 0 
  class  = 0

r this classifier, validation accuracy: 0.6429

nfusion matrix:
PredictedNo     PredictedYes

Actually Not 

Selected
26 10

Actually Selected 10 10

L Routines, Ensemble of Trees: Classications Using "Boosting" Variations

EnsTreesA   EnsTreesB     EnsTreesC Actual Selection

anta 1 0 0 1

stin 0 0 0 1

ltimore 0 1 0 0

mingham 0 0 0 0

ston 1 1 0 1

ffalo 0 0 0 0

arlotte 0 1 0 0

icago 1 1 0 1

cinnati 0 0 0 0

veland 0 0 0 0

lumbus 0 0 0 1

if EMPL_RELATED_OCC<338470 then node 2 elseif EMPL_RELATED_OCC>=338470 then node 3 else 

if UCOSTLABOR_INFO<0.39073 then node 10 elseif UCOSTLABOR_INFO>=0.39073 then node 11 

e 0

te: Depending on disclosure and routine, a classification tree could be "open box";  at the same time, many 

osting" methods are arguably "black box." Note the difference in results from even slight variations in 
hnique, using the same data.
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Exhibit C‐3. Example ML Routines, "Black Box" Category
4A. Linear Discriminant
Second try: Attempting routine with fewer variables to avoid

categorical variable problems. 
PredictorNames: {1×47 cell} ResponseName: 'Selected'

CategoricalPredictors: []

ClassNames: [0    1] ScoreTransform: 'none'

NumObservations: 14 DiscrimType: 'linear'

Mu: [2×47 double] Coeffs: []

Validation accuracy (1-misclassification rate),

using k-fold validation: 0.2857

----------------
Confusion matrix:

Confusion matrix not constructed, probably due to missing observations.

----------------
Alternate run: July 10, 2018 results using data set with 42 predictors:

PredictedNo    PredictedYes

Actually Not 
Selected 35 1

Actually 
Selected

18 2

Calculated validation rate (1-misclassification rate) is: 0.6607

7. Support Vector Machine
For this classifier, validation accuracy (1-misclassification rate),

using k-fold validation: 0.6378

----------------

Confusion matrix:

Confusion matrix not constructed, probably due to missing observations.

Alternate run: July 10, 2018 results using 56‐city data set with 42 predictors:
PredictedNo PredictedYes

Actually Not 
Selected 34 2

Actually 
Selected 16 4

Calculated validation rate (1-misclassification rate) is: 0.6786

Principal Components Decomposition

City PC1 PC2

'Atlanta' 2.22E+05 ‐1313.4

'Austin' ‐1.05E+05 ‐8788.1

'Baltimore' ‐52204 ‐6751.3

'Birmingham' ‐2.35E+05 ‐13002

'Boston' 1.47E+05 16798

'Buffalo' ‐2.29E+05 ‐10117
'Charlotte' ‐1.02E+05 ‐21302
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Appendix D. Representative Damages Calculations

Exhibit D-1. Damages Calculation: Data Breach

Data Breach Exposing Personal Information

Estimated Number of People Affected 20,000

Times:  Loss per Person (a) 350$

Estimated Direct Damages 7,000,000$            

Source: Author's Example; Anderson Economic Group 

(a) Estimated as cost of a credit monitoring for one year (at $250), plus a 
nuisance value of $100.

Plus: Legal Fees, Fines, and Costs of Remediation for Systems and Additional 
Training of Personnel
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Exhibit D-2. Damages Calculation: Management Failure

A. Negligence of Board and Management
 Systematic Misclassification or Underwriting Errors in Loan Applications 

Number of applicants profiled using system 250,000
share in group systematically misclassified (a) 0.12
Estimated Number of People Misclassified 30,000 
Times: Estimated Loss per Person (b) 3,500$               
Direct Damages to Business 105,000,000$     

Plus: Remedial Advertising 5,000,000$        

       New Compliance System 10,000,000$      

15,000,000$       

Direct Damages 120,000,000$     

B. Gross Negligence

Personal Liability of Directors (c) 3,000,000$        
Loss of earnings, next five years (d) 7,500,000$        

Plus: Damages to the Company 50,000,000$      
        Shareholder Action Costs 50,000,000$      

Additional Direct Damages, Gross Negligence 110,500,000$     

(a) As a proxy, used approximate share of African-American population in the US.

(c) Estimated as loss of all director fees and compensation for one year, for 12 people.
(d) Estimated as loss of $125,000 per year, per director, for 5 years.

Source: Author's Example; Anderson Economic Group 

(b) Estimated as approximate closing cost for a home mortgage loan, plus a restitution payment of 
$1000.
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Exhibit D-3. Damages Calculation: Product Deficiencies

A. Improper Collection and Use of Vehicle and Driver Data

Number of Vehicles Collecting 
Personal Data (a)

500,000 

Per-vehicle-owner costs:

Warranty costs (b) 275$  

Restitution to Customer (c) 350$  

Total Damages 625$  

Direct Damages 312,500,000$     

Allowance for Remedial Advertising and Administrative Costs 50,000,000$      

Direct Damages 362,500,000$     

B. Failure of Machine-Learning Based Customer Data Management and Targeting Application

Costs of Replacing Software Platform (d) 1,200,000$             

Implicit Remedial Advertising Budget 

(e)
4,800,000$             

Direct Damages 6,000,000$        

Source: Author's Example; Anderson Economic Group 

(d) Estimated as full costs for the installation and use for one year of a full-fledged customer data and targeting
software platform. Excludes potential data migration, compliance, and training costs.

(c) Restitution payment estimated at net cost of $350 per vehicle. Could involve a partial reimbursement in 
cash and credit against repairs.

(a) Data-collecting devices in automobiles vulnerable to misuse include manufacturer-sponsored direct
satellite connections; NAV systems; Wi-fi hotspots; and "Black-box" data recording systems. 

(b) Estimated product reinstallation costs at $100 plus $175 (parts and labor) per vehicle. 

(e) Estimated using rule-of-thumb that total software costs should be no more than 1/4 of the related 
advertising budget. Actual remedial advertising costs are likely much higher.
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Exhibit D-4. Damages Calculation: Malware

Episodic Malware-Caused Costs in a Mid-Sized Business

Estimated Immediate Response Costs per Incidence 1,500$             

50 incidences per year 50 
Direct Costs for Specific Incidents 75,000$     
Allowance for Directly-Related Business Damages, 
Including Replacement of Lost Data and Communication 
with Customers

50,000$     

Allowance for Management Costs, Loss of Goodwill or 
Image, and Remedial Advertising

100,000$   

Direct Damages 225,000$   

Source: Author's Example; Anderson Economic Group 

Includes replacement of routers, firewalls, and other devices; software reinstallation, and recove
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